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DEFINICIA AI HARDVERU

« Hardvér (HW) su fyzické a hmatatelné ¢asti pocitaca
* umoznuje spracovanie dat, uchovava informacie a umoznuje interakciu s pouzivatelom

« Hlavné casti:
* CPU, zakladna doska, RAM pamat, GPU, ulozisko, zdroj



DEFINICIA AI HARDVERU

Specializovany hardvér pre vypoctové naroky Al

prechod od sekvencéného spracovania (von Neumannova architektura) k masivnemu
paralelizmu
Al akceleratory (TPU, NPU, ASIC)
* Specializované Cipy pre rychlejSie a uspornejSie Al operacie, ktorych hlavnou ulohou je
akceleracia maticovych operacii a tenzorovych vypoctov

optimalizacia pamétove]j priepustnosti

preciznost vypoctov



HISTORIA

Sekvencné spracovanie dat

1945 1990s
@ @

Von Neumannovad

architektira Nastup GPU

NVIDIA CUDA

2016+

@® @®
2006

Prichod Specializovaného
kremika




VON
NEUMANN

 procesor (CPU) a pamat su
samostatné jednotky
prepojené spolo¢nou
zbernicou

* data aj programy zdielaju
ten isty komunikacny kanal
a pamatovy priestor

* flexibilita - oddelenie
pamaéte a vypoctovych
jednotiek znameng, Ze ich
moéZeme navrhovat
samostatne a konfigurovat
takmer Ifubovolnym
spb6sobom

Central Processing Unit

Control Unit

Input

Arithmetic/Logic Unit Output
Device

Device

Memeory Unit

Obr.1 : Von Neumann architektura




VON NEUMANN BOTTLENECK

* najvacsia slabina tejto architektury

» kedZe procesor a pamadt su oddelené a pouzivaju spolo¢nu cestu (zbernicu), procesor je ¢asto
ovela rychlejsi nez schopnost paméite doddvat mu data

e procesor tak musi ,,akat”, kym mu data dorazia, ¢o obmedzuje celkovy vykon

« Al hardvér sa to snazi obist tak, ze vypocty prebiehaju priamo v paméti alebo velmi blizko nej
(tzv. In-memory computing), ¢im sa radikalne znizuje potreba neustaleho presuvania dat
 limit zbernice — vznik Memory Wall

* vykon procesora rastie exponencialne, ale priepustnost a latencia paméti (DRAM)
stagnuje — procesor ¢aka na dorucenie dat zo zbernice



HARDVEROVA AKCELERACIA
VYPOCTOV

 presun Specifickych vypoc¢tovych uloh (napr. ndsobenie matic) z procesora (CPU) na
Specializované akceleratory

* Rychlost — akceleratory zvladnu konkrétne ulohy rychlejSie ako CPU
 plynulost — CPU ostava volné pre iné ulohy

* znizenie spotreby energie — Specializovany Cip spotrebuje menej energie na tu istu ulohu v
porovnani s univerzalnym procesorom



TYPY HARDVEROVYCH
AKCELERATOROV

Grafické procesory (GPUs)

Programovatelné hradlové polia
(FPGAS)

Specializované integrované obvody
(ASICs)

Tenzorové procesory (TPUSs)

CPU

* Malé modely

* Malé datové subory

e Uzitocny pre dizajnovy priestor prieskumu

GPU

00 * Stredné az velké modely, datové sabory
00 e Spracovanie obrazu, videa

* Aplikacie cez CUDA alebo OpenCL

TPU

e Matricové vypocty

* Spracovanie hustych vektorov

* Bez vlastnych operacii TensorFlow

FPGA

:D_D * Velké datové subory, modely
* Vypoctovo narocné aplikacie

* Vysoky vykon, vysoky pomer vykon/cena

Obr.2 : typy akceleratorov



MATICOVE SPRACOVANIE

Zaklad Al a grafiky

vykonévanie viacero matematickych operdcii naraz

Al je postavena na nasobeni matic

vypocty matic realizuju akceleratory

zékladnym prvkom nasobenia matic je tzv. skalarny suéin
(X y) +(x.y,) + ...

Bez FMA
* Procesor potrebuje 2 inStrukcie na kazdy par cisel

S FMA
* Procesor potrebuje len 1 inStrukciu
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SPAJANIE OPERACII (FMA)

* namiesto dvoch samostatnych krokov (vyndsob a potom pripocitaj) vykond operaciu D = A
x B + C ako jeden nedelitelny ukon

* Vyhody
 VysSSia presnost
» vypocet prebieha s extrémnou vnutornou presnostou a zaokruhluje sa az uplne
finalny vysledok, to je kritické pre stabilitu hlbokych neurénovych sieti
« Rychlost a latencia
 odstranenie ¢akania medzi ndsobenim a s¢itanim zrychluje cely vypoctovy retazec
- Energeticka efektivita

* mene]j tranzistorov a menej presunov dat znamena, ze Cip spotrebuje menej elektriny
a menej sa zahrieva
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SYSTOLICKE
POLIA

* rieSia problém maticovych vypoctov tak, ze
namiesto presuvania dat do procesora sa
data pohybuju cez mriezku vypoctovych
jednotiek

* tym sa vyrazne zvySuje paralelizmus (stovky
vypoctov naraz), zlepSuje sa pristup do
pamate a vykonava sa viac operacii

* vyuZitie pri maticovom nasobeni (GEMM),
neurénovych sietach

CPU/GPU versus Systolic Array

Register — Register

y

ALU

ALU ~L

ALU

ALU

Code
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HBM (HIGH
BANDWIDTH
MEMORY)

- HBM (High Bandwidth
Memory)

* pamétové Cipy su vrstvené
vertikalne na seba, ¢o Setri
miesto a zvySuje kapacitu

* pamait sa nachadza v

rovnakom c¢ipe ako procesor
(GPU/TPU)

* bezna DDR5 ma 64-bitovu
zbernicu, HBM vyuziva tisice
spojov, ¢im dosahuje
priepustnost v (TB/s), DDR5
(GB/s)

Ajn Interposer

Interface In-Package
Controller Cache Controller

"
-
A
Processor Die

ackage Substrate

Obr.4 : HBM
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IN-MEMORY COMPUTING

* Von Neumannova architektura presuva data k procesoru, zatial ¢o in-memory computing sa
snazi integrovat vypoctové jednotky priamo tam, kde su data uloZené

« zakladom je mrieZka vodi¢ov, kde riadky sluZia ako vstupy a stipce ako vystupy, pricom v
kazdom priese¢niku sa nachadza paméatovy prvok, ktory ma urcitu elektrickua vodivost

» vykonava logické a aritmetické operacie (napr. ndsobenie matic pre Al) priamo v poli
paméatovych buniek, ¢im umoziuje masivny paralelizmus
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IN-MEMORY COMPUTING

A
Memory
>
LHITET QLTI |
< >
Control Unit | «—
: Cache
Arithmetic
v Logic Unit : o

von Neumann Architecture
-3 immediate data flow

In-Memory Computing

111111

111111

Control Unit | «e— A
Cache
l‘Arithmetic
3 . — >
Logic Unit ol

In-Memory Computing
L S 4 o
«—> bus connection
>

Obr.5 : in-memory computing
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ON-CHIP SRAM

on-chip SRAM

integracia velkych blokov pamaéte typu SRAM (Static RAM) priamo na ¢ip k vypocétovym
jadram

pamadt nie je v samostatnom slote na zdkladnej doske, ale je priamo na tom istom kusku
kremika ako vypoctové jadra

SRAM je typ pamaéte, ktora je fyzicky postavena z tranzistorov (6 tranzistorov na 1 bit)

na rozdiel od klasickej DRAM (v RAM), ktora pouziva tranzistor a kondenzator, SRAM
nepotrebuje neustaly refresh a je extrémne rychla (desiatky nanosekund vs stovky
nanosekund)

nachadza sa v blizkosti vypoctovych jednotiek (ALU/Tensor Cores)
v klasickych procesoroch ju pozname ako L1, L2 a .3 Cache

Eliminuje ¢akanie na pomalu externu RAM (pristup 100-200ns) a zniZuje energeticku
naroc¢nost presunu dat
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CPU Core

ON-CHIP vs. |
OFF-CHIP Address Data

ScratchPad Memory

Data Cache SRAM SRAM

I/F

External |
C_HIT — Memory

. Interface S_HIT

DRAM

Obr.6 : on-chip vs. off-chip
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KONEKTIVITA CIPOV

* limitacia PCle zbernice

» p6vodne bola navrhnuta pre komunikdciu medzi CPU a perifériami (disk, sietovka,
graficka karta)

* PCle je univerzalna zbernica navrhnuté pre Siroku Skalu zariadeni, ¢o spésobuje zna¢né
softvérové a hardvérové zdrzanie (latenciu) pri kazdej komunikacii

* nizka priepustnost

* trénovanie velkych jazykovych modelov (LLM) vyZaduje neustalu synchronizaciu
miliard parametrov medzi desiatkami GPU
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KONEKTIVITA CIPOV

SPEC

PCle 1.x (2.5 GT/s)
PCle 2.x (5.0 GT/s)
PCle 3.x (8.0 GT/s)
PCle 4.x (16 GT/s)
PCle 5.x (32 GT/s)

PCle 6.x (64 GT/s)

X1

500 MB/s

1GB/s

2GB/s

4GB/s

8GB/s

16GB/s

X2

1 GB/s

2GB/s

4GB/s

8GB/s

16GB/s

32GB/s

X4

2GB/s

4GB/s

8GB/s

16GB/s

32GB/s

64GB/s

Obr.7 : PCle zbernice

X8

4GB/s

8GB/s

16GB/s

32GB/s

64GB/s

128GB/s

X16

8GB/s

16GB/s

32GB/s

64GB/s

128GB/s

256GB/s
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KONEKTIVITA CIPOV

* NVLink (Direct GPU-to-GPU)

Specializovany komunikacény protokol a fyzické rozhranie od spolo¢nosti NVIDIA
umoznuje spojenie napriamo (PTP)

umoznuje grafikam (GPU) rozpravat sa priamo medzi sebou, uplne vynechavajuc CPU a
pomalu PCle zbernicu

najnovsie verzie (NVLink 4. generacie) dosahuju priepustnost az 900 GB/s, ¢o je takmer
10x viac nez PCle

vdaka tejto rychlosti sa prepojené grafiky spravaju tak, ako keby mali jednu zdielanu
pamat
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KONEKTIVITA CIPOV

NVIDIA" NVLink

Obr.8 : NVLink

=

NVIDIA.
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KONEKTIVITA CIPOV

e NVSwitch
e rozSirenie moznosti NVLinku
* samostatny kremikovy Cip

» kazda graficka karta (GPU) ma jeden alebo viac NVLink vystupov, ktoré vedu priamo do
NVSwitchu

 data sa vo forme paketov prenasaju do NVSwitchu, ktory na zaklade smerovacej logiky
identifikuje cielovu adresu a prepoji ich na zodpovedajuci port, ku ktorému je pripojeny
ciefovy akcelerator (GPU)
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KONEKTIVITA CIPOV

=

tch

NVIDIA' NVSw

Obr.9 : NVSwitch
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ENERGETICKA EFEKTIVITA

- optimalizacia dizajnu a architektury
* namiesto celého modelu sa aktivuju len tie ¢asti, ktoré su potrebné pre danu ulohu, ¢im
sa Setri vypoctovy vykon
 kompresia a optimalizacia prevadzky
* trend malych modelov

* Prechod od gigantickych modelov k mensim, Specializovanym verziam, ktoré
spotrebuju zlomok energie

« kvantizacia
* znizenie presnosti parametrov, ¢o znizuje naroky na pamaét a procesor
* zniZzenie narokov na chladenie

 efektivnejSie modely generuju menej tepla, ¢im sa nepriamo Setri aj voda a energia
potrebnd na chladenie datovych centier
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BUDUCNOST

neuromorfné inzinierstvo

* zameriava sa na neuromorfné ¢ipy, ktoré sa snazia napodobnit fungovanie fudského
mozgu

optické Cipy
 vyuzivaju svetlo namiesto elektriny, co méze dramaticky zrychlit vypocty
edge Al

* miniaturizacia hardvéru - presun z cloudovych serverov priamo do zariadeni, ako su
smartfony, auta alebo rézne inteligentné zariadenia ¢o umoznuje rychlejSie reakcie, nizSiu
spotrebu dat a vacSie sukromie

kvantové procesory
* kvantové procesory vyuzivaju principy kvantovej fyziky a umoznuju riesit extrémne
zlozité problémy, ktore by klasickym pocitacom trvali nepredstavitelne dlho alebo by ich
nedokazali vyrieSit vébec

25



ZDROJE

Wikipedia. Hardware for artificial intelligence [online]. Dostupné z:
https://en.wikipedia.org/wiki/Hardware for artificial intelligence

Emergent Mind. Matrix Processing Units (MPUs) [online]. Dostupné z:
https://www.emergentmind.com/topics/matrix-processing-units-mpus

IBM. What is Al hardware? [online]. Dostupné z: https://www.ibm.com/think/topics/ai-hardware

Allied. CPU vs GPU vs TPU: The ultimate guide to choosing the right accelerator for Al and ML [online]. Dostupné z:

https://www.allied.vc/guides/ cpu-vs-gpu-vs-tpu-the-ultimate-guide-to-choosing-the-right-accelerator-for-ai-and-ml
Skymod Tech. Energy efficiency in Al models: Strategies for a sustainable future [online]. Dostupné z:
https://skymod.tech/energy-efficiency-in-ai-models-strategies-for-a-sustainable-future/

Inaccel. CPU, GPU, FPGA or TPU: Which one to choose for my machine learning training? [online]. Dostupné z:
https://inaccel.medium.com/ cpu-gpu-fpga-or-tpu-which-one-to-choose-for-my-machine-learning-training-
948902f058e0

ScienceDirect. Hardware Acceleration [online]. Dostupné z: https://www.sciencedirect.com/topics/computer-
science/hardware-acceleration

26


https://en.wikipedia.org/wiki/Hardware_for_artificial_intelligence
https://www.emergentmind.com/topics/matrix-processing-units-mpus
https://www.emergentmind.com/topics/matrix-processing-units-mpus
https://www.emergentmind.com/topics/matrix-processing-units-mpus
https://www.emergentmind.com/topics/matrix-processing-units-mpus
https://www.emergentmind.com/topics/matrix-processing-units-mpus
https://www.emergentmind.com/topics/matrix-processing-units-mpus
https://www.emergentmind.com/topics/matrix-processing-units-mpus
https://www.ibm.com/think/topics/ai-hardware
https://www.ibm.com/think/topics/ai-hardware
https://www.ibm.com/think/topics/ai-hardware
https://www.allied.vc/guides/cpu-vs-gpu-vs-tpu-the-ultimate-guide-to-choosing-the-right-accelerator-for-ai-and-ml
https://www.allied.vc/guides/cpu-vs-gpu-vs-tpu-the-ultimate-guide-to-choosing-the-right-accelerator-for-ai-and-ml
https://www.allied.vc/guides/cpu-vs-gpu-vs-tpu-the-ultimate-guide-to-choosing-the-right-accelerator-for-ai-and-ml
https://www.allied.vc/guides/cpu-vs-gpu-vs-tpu-the-ultimate-guide-to-choosing-the-right-accelerator-for-ai-and-ml
https://www.allied.vc/guides/cpu-vs-gpu-vs-tpu-the-ultimate-guide-to-choosing-the-right-accelerator-for-ai-and-ml
https://www.allied.vc/guides/cpu-vs-gpu-vs-tpu-the-ultimate-guide-to-choosing-the-right-accelerator-for-ai-and-ml
https://www.allied.vc/guides/cpu-vs-gpu-vs-tpu-the-ultimate-guide-to-choosing-the-right-accelerator-for-ai-and-ml
https://www.allied.vc/guides/cpu-vs-gpu-vs-tpu-the-ultimate-guide-to-choosing-the-right-accelerator-for-ai-and-ml
https://www.allied.vc/guides/cpu-vs-gpu-vs-tpu-the-ultimate-guide-to-choosing-the-right-accelerator-for-ai-and-ml
https://www.allied.vc/guides/cpu-vs-gpu-vs-tpu-the-ultimate-guide-to-choosing-the-right-accelerator-for-ai-and-ml
https://www.allied.vc/guides/cpu-vs-gpu-vs-tpu-the-ultimate-guide-to-choosing-the-right-accelerator-for-ai-and-ml
https://www.allied.vc/guides/cpu-vs-gpu-vs-tpu-the-ultimate-guide-to-choosing-the-right-accelerator-for-ai-and-ml
https://www.allied.vc/guides/cpu-vs-gpu-vs-tpu-the-ultimate-guide-to-choosing-the-right-accelerator-for-ai-and-ml
https://www.allied.vc/guides/cpu-vs-gpu-vs-tpu-the-ultimate-guide-to-choosing-the-right-accelerator-for-ai-and-ml
https://www.allied.vc/guides/cpu-vs-gpu-vs-tpu-the-ultimate-guide-to-choosing-the-right-accelerator-for-ai-and-ml
https://www.allied.vc/guides/cpu-vs-gpu-vs-tpu-the-ultimate-guide-to-choosing-the-right-accelerator-for-ai-and-ml
https://www.allied.vc/guides/cpu-vs-gpu-vs-tpu-the-ultimate-guide-to-choosing-the-right-accelerator-for-ai-and-ml
https://www.allied.vc/guides/cpu-vs-gpu-vs-tpu-the-ultimate-guide-to-choosing-the-right-accelerator-for-ai-and-ml
https://www.allied.vc/guides/cpu-vs-gpu-vs-tpu-the-ultimate-guide-to-choosing-the-right-accelerator-for-ai-and-ml
https://www.allied.vc/guides/cpu-vs-gpu-vs-tpu-the-ultimate-guide-to-choosing-the-right-accelerator-for-ai-and-ml
https://www.allied.vc/guides/cpu-vs-gpu-vs-tpu-the-ultimate-guide-to-choosing-the-right-accelerator-for-ai-and-ml
https://www.allied.vc/guides/cpu-vs-gpu-vs-tpu-the-ultimate-guide-to-choosing-the-right-accelerator-for-ai-and-ml
https://www.allied.vc/guides/cpu-vs-gpu-vs-tpu-the-ultimate-guide-to-choosing-the-right-accelerator-for-ai-and-ml
https://www.allied.vc/guides/cpu-vs-gpu-vs-tpu-the-ultimate-guide-to-choosing-the-right-accelerator-for-ai-and-ml
https://www.allied.vc/guides/cpu-vs-gpu-vs-tpu-the-ultimate-guide-to-choosing-the-right-accelerator-for-ai-and-ml
https://www.allied.vc/guides/cpu-vs-gpu-vs-tpu-the-ultimate-guide-to-choosing-the-right-accelerator-for-ai-and-ml
https://www.allied.vc/guides/cpu-vs-gpu-vs-tpu-the-ultimate-guide-to-choosing-the-right-accelerator-for-ai-and-ml
https://www.allied.vc/guides/cpu-vs-gpu-vs-tpu-the-ultimate-guide-to-choosing-the-right-accelerator-for-ai-and-ml
https://www.allied.vc/guides/cpu-vs-gpu-vs-tpu-the-ultimate-guide-to-choosing-the-right-accelerator-for-ai-and-ml
https://www.allied.vc/guides/cpu-vs-gpu-vs-tpu-the-ultimate-guide-to-choosing-the-right-accelerator-for-ai-and-ml
https://www.allied.vc/guides/cpu-vs-gpu-vs-tpu-the-ultimate-guide-to-choosing-the-right-accelerator-for-ai-and-ml
https://www.allied.vc/guides/cpu-vs-gpu-vs-tpu-the-ultimate-guide-to-choosing-the-right-accelerator-for-ai-and-ml
https://www.allied.vc/guides/cpu-vs-gpu-vs-tpu-the-ultimate-guide-to-choosing-the-right-accelerator-for-ai-and-ml
https://skymod.tech/energy-efficiency-in-ai-models-strategies-for-a-sustainable-future/
https://skymod.tech/energy-efficiency-in-ai-models-strategies-for-a-sustainable-future/
https://skymod.tech/energy-efficiency-in-ai-models-strategies-for-a-sustainable-future/
https://skymod.tech/energy-efficiency-in-ai-models-strategies-for-a-sustainable-future/
https://skymod.tech/energy-efficiency-in-ai-models-strategies-for-a-sustainable-future/
https://skymod.tech/energy-efficiency-in-ai-models-strategies-for-a-sustainable-future/
https://skymod.tech/energy-efficiency-in-ai-models-strategies-for-a-sustainable-future/
https://skymod.tech/energy-efficiency-in-ai-models-strategies-for-a-sustainable-future/
https://skymod.tech/energy-efficiency-in-ai-models-strategies-for-a-sustainable-future/
https://skymod.tech/energy-efficiency-in-ai-models-strategies-for-a-sustainable-future/
https://skymod.tech/energy-efficiency-in-ai-models-strategies-for-a-sustainable-future/
https://skymod.tech/energy-efficiency-in-ai-models-strategies-for-a-sustainable-future/
https://skymod.tech/energy-efficiency-in-ai-models-strategies-for-a-sustainable-future/
https://skymod.tech/energy-efficiency-in-ai-models-strategies-for-a-sustainable-future/
https://skymod.tech/energy-efficiency-in-ai-models-strategies-for-a-sustainable-future/
https://skymod.tech/energy-efficiency-in-ai-models-strategies-for-a-sustainable-future/
https://skymod.tech/energy-efficiency-in-ai-models-strategies-for-a-sustainable-future/
https://skymod.tech/energy-efficiency-in-ai-models-strategies-for-a-sustainable-future/
https://skymod.tech/energy-efficiency-in-ai-models-strategies-for-a-sustainable-future/
https://inaccel.medium.com/cpu-gpu-fpga-or-tpu-which-one-to-choose-for-my-machine-learning-training-948902f058e0
https://inaccel.medium.com/cpu-gpu-fpga-or-tpu-which-one-to-choose-for-my-machine-learning-training-948902f058e0
https://inaccel.medium.com/cpu-gpu-fpga-or-tpu-which-one-to-choose-for-my-machine-learning-training-948902f058e0
https://inaccel.medium.com/cpu-gpu-fpga-or-tpu-which-one-to-choose-for-my-machine-learning-training-948902f058e0
https://inaccel.medium.com/cpu-gpu-fpga-or-tpu-which-one-to-choose-for-my-machine-learning-training-948902f058e0
https://inaccel.medium.com/cpu-gpu-fpga-or-tpu-which-one-to-choose-for-my-machine-learning-training-948902f058e0
https://inaccel.medium.com/cpu-gpu-fpga-or-tpu-which-one-to-choose-for-my-machine-learning-training-948902f058e0
https://inaccel.medium.com/cpu-gpu-fpga-or-tpu-which-one-to-choose-for-my-machine-learning-training-948902f058e0
https://inaccel.medium.com/cpu-gpu-fpga-or-tpu-which-one-to-choose-for-my-machine-learning-training-948902f058e0
https://inaccel.medium.com/cpu-gpu-fpga-or-tpu-which-one-to-choose-for-my-machine-learning-training-948902f058e0
https://inaccel.medium.com/cpu-gpu-fpga-or-tpu-which-one-to-choose-for-my-machine-learning-training-948902f058e0
https://inaccel.medium.com/cpu-gpu-fpga-or-tpu-which-one-to-choose-for-my-machine-learning-training-948902f058e0
https://inaccel.medium.com/cpu-gpu-fpga-or-tpu-which-one-to-choose-for-my-machine-learning-training-948902f058e0
https://inaccel.medium.com/cpu-gpu-fpga-or-tpu-which-one-to-choose-for-my-machine-learning-training-948902f058e0
https://inaccel.medium.com/cpu-gpu-fpga-or-tpu-which-one-to-choose-for-my-machine-learning-training-948902f058e0
https://inaccel.medium.com/cpu-gpu-fpga-or-tpu-which-one-to-choose-for-my-machine-learning-training-948902f058e0
https://inaccel.medium.com/cpu-gpu-fpga-or-tpu-which-one-to-choose-for-my-machine-learning-training-948902f058e0
https://inaccel.medium.com/cpu-gpu-fpga-or-tpu-which-one-to-choose-for-my-machine-learning-training-948902f058e0
https://inaccel.medium.com/cpu-gpu-fpga-or-tpu-which-one-to-choose-for-my-machine-learning-training-948902f058e0
https://inaccel.medium.com/cpu-gpu-fpga-or-tpu-which-one-to-choose-for-my-machine-learning-training-948902f058e0
https://inaccel.medium.com/cpu-gpu-fpga-or-tpu-which-one-to-choose-for-my-machine-learning-training-948902f058e0
https://inaccel.medium.com/cpu-gpu-fpga-or-tpu-which-one-to-choose-for-my-machine-learning-training-948902f058e0
https://inaccel.medium.com/cpu-gpu-fpga-or-tpu-which-one-to-choose-for-my-machine-learning-training-948902f058e0
https://inaccel.medium.com/cpu-gpu-fpga-or-tpu-which-one-to-choose-for-my-machine-learning-training-948902f058e0
https://inaccel.medium.com/cpu-gpu-fpga-or-tpu-which-one-to-choose-for-my-machine-learning-training-948902f058e0
https://inaccel.medium.com/cpu-gpu-fpga-or-tpu-which-one-to-choose-for-my-machine-learning-training-948902f058e0
https://inaccel.medium.com/cpu-gpu-fpga-or-tpu-which-one-to-choose-for-my-machine-learning-training-948902f058e0
https://inaccel.medium.com/cpu-gpu-fpga-or-tpu-which-one-to-choose-for-my-machine-learning-training-948902f058e0
https://inaccel.medium.com/cpu-gpu-fpga-or-tpu-which-one-to-choose-for-my-machine-learning-training-948902f058e0
https://www.sciencedirect.com/topics/computer-science/hardware-acceleration
https://www.sciencedirect.com/topics/computer-science/hardware-acceleration
https://www.sciencedirect.com/topics/computer-science/hardware-acceleration
https://www.sciencedirect.com/topics/computer-science/hardware-acceleration
https://www.sciencedirect.com/topics/computer-science/hardware-acceleration

DAKUJEM ZA POZORNOST



	Slide 1: HARDWARE AI
	Slide 2: OBSAH 
	Slide 3: DEFINÍCIA AI HARDVÉRU 
	Slide 4: DEFINÍCIA AI HARDVÉRU
	Slide 5
	Slide 6: VON NEUMANN
	Slide 7: VON NEUMANN BOTTLENECK
	Slide 8: HARDVÉROVÁ AKCELERÁCIA VÝPOČTOV
	Slide 9: TYPY HARDVÉROVÝCH AKCELERÁTOROV
	Slide 10: MATICOVÉ SPRACOVANIE
	Slide 11: SPÁJANIE OPERÁCIÍ (FMA)
	Slide 12: SYSTOLICKÉ POLIA
	Slide 13: HBM (HIGH BANDWIDTH MEMORY)
	Slide 14: IN-MEMORY COMPUTING
	Slide 15: IN-MEMORY COMPUTING
	Slide 16: ON-CHIP SRAM
	Slide 17: ON-CHIP vs. OFF-CHIP
	Slide 18: KONEKTIVITA ČIPOV
	Slide 19: KONEKTIVITA ČIPOV
	Slide 20: KONEKTIVITA ČIPOV
	Slide 21: KONEKTIVITA ČIPOV
	Slide 22: KONEKTIVITA ČIPOV
	Slide 23: KONEKTIVITA ČIPOV
	Slide 24: ENERGETICKÁ EFEKTIVITA
	Slide 25: BUDÚCNOSŤ
	Slide 26: ZDROJE
	Slide 27: ĎAKUJEM ZA POZORNOSŤ

