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Rozdieli medzi CPU a GPU

CPU GPU

Maly pocCet vykonnych jadier Velky pocCet jednoduchsSich jadier

Komplexna riadiaca jednotka na riadenie ZjednodusSena riadiaca jednotka,
vetvenia, planovania a vykonavania inStrukcii optimalizovana na vykonavanie opakovanych

paralelnych operacii




Compute Unified Device Architecture

platforma pre paralelné
VYpOCty a programovaci
model vydany v roku 2007

Load

umoznuje zrychlovat narocné config file

l:lthy Fetch API
poskytuje softverove nastroje
ktoré vyvojarom umoznuju
pouzivat jazyky C++, Python
a Fortran na vyuzivanie What is CUDA? - Computerphile
paralelného vypoctového

vikonu GPU

Libraries



https://youtu.be/K9anz4aB0S0?t=335

Compute Unified Device Architecture

» Ako to funguje: CUDA umoznuje heterogénne vypocty, kde CPU
spracovava sériové ulohy a GPU paralelné ulohy. Vyvojari piSu ,kernely* —
funkcie, ktoré bezia subezne na jadrach GPU

»  Komponenty: Sada nastrojov CUDA obsahuje kompilator (NVCC), nastroje
na ladenie/profilovanie a kniznice (napr. cuBLAS, cuDNN) pre
optimalizovany vykon

» Aplikacie: Je nevyhnutna pre vyvoj umelej inteligencie, vysokovykonné
VvypocCty, spracovanie obrazu a vedecké vypocty

» Ekosystem a podpora: CUDA podporuje r6zne architektiry (Ampere, Ada
atd.) a je Siroko pouzivana s frameworkami ako PyTorch a TensorFlow




TURING TENSOR CORES TURING TENSOR CORES TURING TEMSOR CORES

FPa NTE £

Porovnanie rychlosti Tensor jadier medzi generaciami


https://www.nvidia.com/en-eu/data-center/tensorcore/

Tensor jadra

» Masivne zrychlenie Al: Tensorové jadra vykonavaju nasobenie a
akumulaciu matic v takte, Co je ovela efektivhejSie ako
Standardne CUDA jadra

* VypocCty so zmieSanou presnostou: Podporuju aritmetiku so
zmieSanou presnostou, Co umoznuje rychlejSie vypocCty pomocou
Cisel s nizSou presnostou bez toho, aby sa obetovala presnost
celkového modelu

* Aplikacie: Su kliCoveé pre spustenie a trenovanie Al neurénovych
sieti, inferencie, rozpoznavania obrazu a pocitacoveého videnia v
redlnom Case




Ray Tracing jadra

 predstavené v architekture
Turing (2018)

 Specializované jadra na
urychlenie detekcie
priesecnikov luCov s
geometriou

SHADOW RAYS
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* realistické tiene, odrazy, lom
svetla v realnom Case

N beZ RT Jadler ray traClng ;/wﬂ'%;cpﬁifakggc principov na vypocet drah odrazenych
vykon pada o 80-90 %



https://www.scratchapixel.com/lessons/3d-basic-rendering/introduction-to-ray-tracing/adding-reflection-and-refraction.html
https://www.scratchapixel.com/lessons/3d-basic-rendering/introduction-to-ray-tracing/adding-reflection-and-refraction.html

Ray Tracing jadra

- Ucel: Vypocitavajl, ako svetlo interaguje s 3D scénami v redlnom ¢ase,
Co umoznuje fotorealistickeé osvetlenie, tiene a odrazy

» Ako funguju: RT jadra zrychluju dve najnarocCnejSie ulohy sledovania
lUCov: testy priesecCnikov lucov a trojuholnikov a prechod hierarchiou
ohraniCujucich objemov

* Vplyv na vykon: Umoznuju GPU spracovat komplexné osvetlenie bez
prerusSovania jadier shaderov, €o poskytuje masivne zrychlenie oproti
tradicChemu softvérovému sledovaniu lUcov

* Dopomocna technoldgia: Zatial Co RT jadra vypocCitavaju luce,
tensorové jadra sa pouzivaju na odstranenie Sumu z vysledneho obrazu
a CUDA jadra spracovavaju tradicné ulohy vykreslovania




Deep Learning Super Sampling

* technologia vykreslovania s
vyuzitim Al na zvySenie
rozliSenia obrazkov s nizSim
rozliSenim, Cim zlepsSuje
graficky vykon a kvalitu v
realnom Case

* dovoluje graficke) karte
vykreslovat na nizsom
rozliSeni bez straty kvality
obrazu

DLSS Off DLSS 2

Rozdieli medzi DLSS generaciami

DLSS 3.5


https://www.tomshardware.com/pc-components/gpus/nvidias-latest-dlss-revision-reduces-vram-usage-by-20-percent-for-upscaling-optimizations-reduce-overhead-of-more-powerful-transformer-model

Deep Learning Super Sampling

» Ako to funguje: DLSS vykresluje hry s nizSim rozliSenim a potom
pouziva Tensor jadra na doplnenie detailov

* DLSS Super Resolution: Vyuziva Al na zvysenie rozliSenia

* DLSS Frame Generation (3.0+): Generuje uplne nove snimky a
vklada ich medzi vykreslené snimky

* DLSS Ray Reconstruction (3.5+): Odstranuje Sum ktory vznika pri
vykreslovani pomocou sledovania luCov

* DLAA (Deep Learning Anti-Aliasing): Vyuziva DLSS v nativhom
rozliSeni na vyhladenie okrajov a zlepSenie jasnosti obrazu




Historické

Rok Milnik

1999 | nVidia GeForce 256 — prva GPU s podporou transformacie a osvetlenia v hardware-y

2001 |GeForce 3 — prvé programovatelné shadery

2006 |CUDA 1.0 — GPU pre vSeobecné vypocty (GPGPU)

2010 |Fermi— prva GPU s L1/L2 cache a ECC pamaéatou pre HPC

2012  AlexNet trenovany na GPU —> revollcia v Al (ImageNet)

2016 |Pascal (GP100) — NVLink, HBM2 pamat, FP16

2017  Volta — prvé Tensor jadra, urCena pre datacentra (V100)

2018 | Turing — prvé RT jadrd a DLSS, GeForce RTX 2000

2020 Ampere — 2. gen. RT, 3. gen. Tensor, DLSS 2.0, A100 viacinStanciovy graficky procesor

2022 |Ada Lovelace - 4. gen. Tensor, 3. gen. RT, DLSS 3, AV1 enkddovanie (bezpoplatkovy, vysoko efektivny
format kédovania videa)

2024  |Blackwell (B100/B200) — GB200 NVL72 rack, FP4, transformer engine

2025 |RTX 5000 (Blackwell pre spotrebitelov) — DLSS 4, Multi Frame Gen

2026 |DLSS 5 — technoldgia renderovania s Al s cielom dosiahnut fotorealistické osvetlenie a materialy




Sucasnée komponenty

*  Spotrebitelsky segment Profesionalny / Workstation segment

*  RTX 5090 — 92 mld. tranzistorov, 32 GB *  RTX 6000 Ada — 48 GB ECC VRAM, pre
GDDR7, 575 W TDP 3D/VEX
* RTX5080/5070 Ti/ 5070 /5060 * nVidia RTX 4000/5000 Ada — kompaktné

workstation GPU

*  Architektura: Blackwell L
KluCové komponenty GPU

* Pamat: GDDRY7 (az 28 Gbps/pin)

*  SM (Streaming Multiprocessor) — zakladna
vypoctova jednotka

*  VRAM - GDDR6X / GDDR7 / HBM3e

 Datacentra / Al
* H100 (Hopper) — 80 GB HBM3, NVLink 4.0,

transformer engine * ROPs/TMUs — render output / texture
- H200 — HBM3e (141 GB), vy33i bandwidth mapping units
«  B100/B200 (Blackwell) — FP4 inferencia, ' Egt\j/io Sn;gg)er/dekoder —NVENC /NVDEC

GB200 NVL72 (72x GPU v jednom racku)

: : o : . : *  NVLink / PCle 5.0 — rozhranie ku CPU a
*  NVLink Switch — Skalovanie naprieC stovkami dalsim GPU

GPU




Vyvoj do buducnosti

*  Architektury * Softvérove vizie
*  Rubin (oCakavany tento rok) — nastupca *  CUDA-X ekosystém — kniznice pre kazde
Blackwellu, HBM4 odvetvie (cuDNN, cuBLAS, RAPIDS...)
* Vertikalna integracia — nVidia vyvija vlastnée *  Omniverse — simulacna platforma pre
ARM CPU (Grace) —> Grace-Blackwell digitalne dvojicky, robotiku, fyziku
supercip * RozSirenie vyvoja Cosmos — generativny Al
° Trendy model pre fyzikéalne simulécie
° FP4 & FP6 inferencia — mensia presnost, « nVidia NIM — mikroservisna Al inferencia v
obrovsky narast rychlosti pre Al cloude

* Liquid cooling povinny pre najvykonnejSie
moduly (GB200)

*  Multi-die GPU — viacero Cipletov na jednom
substrate (ako AMD, Intel)

*  Neuromorphic & Quantum — dlhodoby
vyskum na akceleraciu inych paradigiem




Softvérove nastroje

GPU-Z Detailné info o GPU, zatazovy test VRAM
MSI Afterburner Pretaktovanie, monitorovanie, krivky ventiatorov

nVidia Inspector  Pokrocilé nastavenia ovladacov

3DMark Benchmarking vykonu a ray tracingu
FurMark GPU stres test
OCCT Dlhodoby test stability

nVidia FCAT VR  Meranie plynulosti snimok
HWINFO64 Real-time monitoring teplot, frekvencii, spotreby energie



Diagnostika, sprava, servis
Prikazovy riadok / CLI

* nvidia-smi — sprava GPU cez terminal (teplota, VRAM, procesy, power limit)

*  nvcc — CUDA kompilator
* ncu (Nsight Compute) — profilovanie CUDA kernelovych vypocCtov

BIOS / Firmware nastavenia

* PCle generacia — nastavenie Gen 3/ Gen 4 / Gen 5 (podpora zakladnej dosky)
* Resizable BAR (SAM) — umozni CPU priamy pristup k celej VRAM —> vykon +5-15 %
*  GPU TDP / Power Limit — v niektorych serverovych BIOSoch priamo
*  Secure Boot — mdze blokovat unsigned GPU firmware
Firmware GPU
*  Aktualizacia cez NVIDIA App (automaticky)
*  Profesionalne karty (A/H series): aktualizacia cez nVidia NGC alebo BMC

* VvBIOS flash — len pre skusenych




Diagnostika, sprava, servis

Mozné poruchy a servis Testovanie stability |
Zahrievacia faza — FurMark 15 min
P sy ooy

» Teplota GPU — idealne pod 83 °C

PosSkodena PoSkodena Diagnostika cez

VRAM VRAM Al * VRAM test — MATS v MODS alebo
Pt . e e
Driver crash Cierna obrazovka, DDU (Displa . Herny benchmark — 3DMark
et ' Driver Uninstaller) TimeSpy Extreme / Port Royal
+ Cista inStalacia (RT)
ovladacov )
D N . oroincia crUvGF
hodiny kombinacia CPU+GPU
Ventilator Hluk, prehrievanie Vymena
ventilatora




,CPU vs GPU" (https://www.geeksforgeeks.org/computer-organization-architecture/difference-between-cpu-and-gpu/)

é%g)us vs CPUs (Threads, core, speed)” (https://medium.com/@abhishekjainindore24/gpus-vs-cpus-threads-core-speed-75b5732ce

~What's the Difference Between GPUs and CPUs?" (https://aws.amazon.com/compare/the-difference-between-gpus-cpus/)
~What is CUDA? — Computerphile” (https://youtu.be/K9anz4aB0S0)

,CUDA" (https://www.gigabyte.com/Glossary/cuda)

,Nvidia CUDA in 100 Seconds" (https://youtu.be/pPStdjuYzSI)

~What Is CUDA?" (https://www.supermicro.com/en/glossary/cuda)

,NVIDIA Tensor Cores* (https://www.nvidia.com/en-eu/data-center/tensor-cores/)

~What are Tensor Cores?” (https://youtu.be/Cak8ASX7NOk)

,rensor Cores Explained in Simple Terms* (https://www.digitalocean.com/community/tutorials/understanding-tensor-cores)

-What is the difference between cuda vs tensor cores?” (https://stackoverflow.com/questions/47335027/what-is-the-difference-betwe
en-cuda-vs-tensor-cores)

.introduction to Tensor Cores in NVIDIA GPUs" (https://www.naddod.com/ai-insights/introduction-to-tensor-cores-in-nvidia-gpus)
.Introduction to the Three Key Processing Cores Inside NVIDIA GPUs" (https://www.naddod.com/ai-insights/introduction-to-the-three
-key-processing-cores-inside-nvidia-gpus

~What Are RT Cores in Nvidia GPUs?" (https://www.titancomputers.com/What-Are-RT-Cores-in-Nvidia-GPUs-s/1208.htm)
.,Non-graphics uses of RT-cores" (https://www.reddit.com/r/nvidia/comments/kOti6g/nongraphics_uses_of_rtcores)

-ELI5: What purpose do the RT cores and Tensor cores serve in raytracing for Nvidia's GPU? What does one do that the other one
doesn't?” (https://www.reddit.com/r/explainlikeimfive/comments/ivi3ms/eli5_what_purpose_do_the_rt_cores_and_tensor)

,Introduction to the Three Key Processing Cores Inside NVIDIA GPUs" (https://naddod.medium.com/introduction-to-the-three-key-pr
ocessing-cores-inside-nvidia-gpus-5cda28bd0e13)



https://www.geeksforgeeks.org/computer-organization-architecture/difference-between-cpu-and-gpu/
https://medium.com/@abhishekjainindore24/gpus-vs-cpus-threads-core-speed-75b5732ce389
https://medium.com/@abhishekjainindore24/gpus-vs-cpus-threads-core-speed-75b5732ce389
https://aws.amazon.com/compare/the-difference-between-gpus-cpus/
https://youtu.be/K9anz4aB0S0
https://www.gigabyte.com/Glossary/cuda
https://youtu.be/pPStdjuYzSI
https://www.supermicro.com/en/glossary/cuda
https://www.nvidia.com/en-eu/data-center/tensor-cores/
https://youtu.be/Cak8ASX7NOk
https://www.digitalocean.com/community/tutorials/understanding-tensor-cores
https://stackoverflow.com/questions/47335027/what-is-the-difference-between-cuda-vs-tensor-cores
https://stackoverflow.com/questions/47335027/what-is-the-difference-between-cuda-vs-tensor-cores
https://www.naddod.com/ai-insights/introduction-to-tensor-cores-in-nvidia-gpus
https://www.naddod.com/ai-insights/introduction-to-the-three-key-processing-cores-inside-nvidia-gpus
https://www.naddod.com/ai-insights/introduction-to-the-three-key-processing-cores-inside-nvidia-gpus
https://www.titancomputers.com/What-Are-RT-Cores-in-Nvidia-GPUs-s/1208.htm
https://www.reddit.com/r/nvidia/comments/k0ti6g/nongraphics_uses_of_rtcores
https://www.reddit.com/r/explainlikeimfive/comments/ivi3ms/eli5_what_purpose_do_the_rt_cores_and_tensor
https://naddod.medium.com/introduction-to-the-three-key-processing-cores-inside-nvidia-gpus-5cda28bd0e13
https://naddod.medium.com/introduction-to-the-three-key-processing-cores-inside-nvidia-gpus-5cda28bd0e13

,NVIDIA GPU Deep Dive : Tensor and Ray Tracing Cores" (https://forwardevery.day/2025/05/08/nvidia-tensor-ray-tracing-cores)
,NVIDIA's DLSS 4.0 - Accelerating Progress with the power of Al* (https://rog-forum.asus.com/t5/technologies-explained/nvidia-s-dls
s-4-0-accelerating-progress-with-the-power-of-ai/ba-p/1070622)

»3D Computer Graphics Primer: Ray-Tracing as an Example* (https://www.scratchapixel.com/lessons/3d-basic-rendering/introductio
n-to-ray-tracing/adding-reflection-and-refraction.html)

~Supreme Speed. Superior Visuals. Powered by Al.* (https://www.nvidia.com/en-eu/geforce/technologies/dlss/)

.,NVIDIA DLSS: A Look Into the Future of Gaming" (https://medium.com/@benbenlyon/nvidia-dlss-a-look-into-the-future-of-gaming-2
0c651ae7090)

»,NVIDIA DLSS 4.5 Delivers Major Upgrade With 2nd Gen Transformer Model For Super Resolution & 6X Dynamic Multi Frame
Generation® (https://www.nvidia.com/en-gb/geforce/news/dlss-4-5-dynamic-multi-frame-gen-6x-2nd-gen-transformer-super-res/)
,NVIDIA DLSS: Your Questions, Answered” (https://www.nvidia.com/en-gb/geforce/news/nvidia-dlss-your-questions-answered/)
~What is NVIDIA® DLSS?* (https://www.lenovo.com/us/en/glossary/what-is-nvidia-dIss)

,,V\/_haéI Iis I\g]VII?)IA DLSS and how does it improve your games?“ (https://www.currys.co.uk/techtalk/gaming-news/pc-gaming-news/wh
at-is-diss.htm

»Nvidia debuts DLSS 5 for increased visual fidelity in games — Al-infused tech transforms pixels with photorealistic lighting and

materials” (https://www.tomshardware.com/tech-industry/artificial-intelligence/nvidia-debuts-dlss-5-for-increased-visual-fidelity-in-ga
mes-ai-infused-tech-transforms-pixels-with-photorealistic-lighting-and-materials)



https://forwardevery.day/2025/05/08/nvidia-tensor-ray-tracing-cores
https://rog-forum.asus.com/t5/technologies-explained/nvidia-s-dlss-4-0-accelerating-progress-with-the-power-of-ai/ba-p/1070622
https://rog-forum.asus.com/t5/technologies-explained/nvidia-s-dlss-4-0-accelerating-progress-with-the-power-of-ai/ba-p/1070622
https://www.scratchapixel.com/lessons/3d-basic-rendering/introduction-to-ray-tracing/adding-reflection-and-refraction.html
https://www.scratchapixel.com/lessons/3d-basic-rendering/introduction-to-ray-tracing/adding-reflection-and-refraction.html
https://www.nvidia.com/en-eu/geforce/technologies/dlss/
https://medium.com/@benbenlyon/nvidia-dlss-a-look-into-the-future-of-gaming-20c651ae7090
https://medium.com/@benbenlyon/nvidia-dlss-a-look-into-the-future-of-gaming-20c651ae7090
https://www.nvidia.com/en-gb/geforce/news/dlss-4-5-dynamic-multi-frame-gen-6x-2nd-gen-transformer-super-res/
https://www.nvidia.com/en-gb/geforce/news/nvidia-dlss-your-questions-answered/
https://www.lenovo.com/us/en/glossary/what-is-nvidia-dlss
https://www.currys.co.uk/techtalk/gaming-news/pc-gaming-news/what-is-dlss.html
https://www.currys.co.uk/techtalk/gaming-news/pc-gaming-news/what-is-dlss.html
https://www.tomshardware.com/tech-industry/artificial-intelligence/nvidia-debuts-dlss-5-for-increased-visual-fidelity-in-games-ai-infused-tech-transforms-pixels-with-photorealistic-lighting-and-materials
https://www.tomshardware.com/tech-industry/artificial-intelligence/nvidia-debuts-dlss-5-for-increased-visual-fidelity-in-games-ai-infused-tech-transforms-pixels-with-photorealistic-lighting-and-materials

Dakujem za pozornost
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