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Cooling System

GPU v skratke

 Paralelné spracovanie dat
* Zrychlenie grafiky a vypoctov

* Vyuzitie v hrach, Al a vizualizaciach

Why a GPU?
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Optimized for Parallel Tasks
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Nvidia NV1

Skor akcelerator ako GPU

Prvy NVIDIA produkt
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GPU Name:

Foundry:
Process Size:
Transistors:
Density:

Die Size:

Board Design

Slot Width:

Length:

TDP:

Suggested PSU:

Outputs:

Power
Connectors:

Clock Speeds

Release Date: GPU Clock: 75 MHz

Generation: Memory Clock: 60 MHz

500 nm Successor:

1 million Production:

Pixel Shaders: 1

7.4K/ mm? Launch Price:

Vertex Shaders: 0

135 mm? Bus Interface:

TMUs: 1

Reviews: 1inour database

Graphics Features

DirectX: 1.0

ROPs: 1

OpenGL: N/A

OpencCL:
200 W
Vulkan:
1x VGA
Pixel Shader:
None

Vertex Shader:

Memory
Memory Size: 2 MB
Memory Type: EDO
Memory Bus: 64 bit

Bandwidth: 48C

Theoretical Performance

Pixel Rate:

Texture Rate:
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Geforce 256

 Prvé GPU

e Zaciatok GeForce

GPU Name: NV10
Architecture: Celsius
Foundry:
Process Size:
Transistors:
Density:

Die Size:

Release Date:

Generation:

Predecessor:

Successor:

Production:

Bus Interface:

Reviews:

Dec 23rd,

GeForce

INT2

GeForce 2 Render Config

Pixel Shaders:
Vertex Shaders:
TMUs:

ROPs:

Board Design Graphics Features

Slot Width:  Sin lot
TDP:

Suggested PSU:

Outputs:

Power
Connectors:

DirectX:

Open

OpenCL:

Vulkan:

Pixel Shader:

Vertex Shader:

4

Memory Size:
Memory Type:
Memory Bus:

Bandwidth:

Theoretical Performance

Pixel Rate:

Texture Rate: 48
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Historicke mi

SLI (2004)

CUDA (2006)

Dual-GPU (2006)

NVLINK (2014)

Real-time raytracing (2018)

Neural rendering (2026+)
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<A NVIDIA.

CUDA

* Akcelerované vypocty na GPU

» Zaklad pre Al a superpocitace

USE-CASES ' - o o5 ) S E
Speec anslate Recommende ealthcare Manufacturing e Heleciar st

e CUDA Toolkit

CPU

: —
Copy processing dataJ

= : APPS & 2
? Instruct the processmg] FRAMEWORKS Amber +600 PS CATIA

R AP'DS NAMD Applications gléTsoﬂiﬁ
Copy the result
Memory l
for GPU p
Execute parallel CUDA-X @ python ACC
GPU in each core LIBRARIES
(GeForce 8800) ! é

Processing flow

OS PLATFORMS S @ CentOS Windows Server
on CUDA = ==




SLI/NVLINK

* Prepojenie viacerych GPU

* 2way az 4way SLI

* NVLINK Unified memory

NVLink Bandwidth per
GPU

Maximum Number of Links
per GPU

Supported NVIDIA
Architectures

Fourth Generation

900GB/s

NVIDIA Hopper™ architecture

Fifth Generation

1,800GB/s

NVIDIA Blackwell architecture

Sixth Generation

3,600 GB/s

NVIDIA Rubin Platform




PASCAL VOLTA TENSOR CORES

Tensore cores

* Prvy vyskyt vo Volta arch
A

A%

* Urcené pre DLSS mm},é,f;,é

* Dnes Al akcelericia

Blackwell 5t" Generation Tensor Cores with FP4

The Tensor Core

Ao Aot Aoz Aoy

D — Ao A A A
- Ao A A Ay

AN

Ao Ay Ay, Af.m‘

ANN

BARAARARANAAAAN!

FP16 or FP32
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Pascal Turing Tensor Core Ada Tensor Core Blackwell Tensor Core
FP16 FP8 FP4
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Compress and Cache Clusters Over Many Frames

RTX Mega Geometry

Accelerate BVH updates for cluster-based systems like Nanite

Trace Rays

K]_

Mesh Composed of Clusters at Different LOD Levels
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GTX éra

* GTX 8800 (2006)
* GTX 200 (2008)
* GTX 400 (2010)
* GTX 600 (2012)
* GTX 700 (2014) »»
* GTX 1000 (2016) | T'X 1080 Ti 6TX 60 SUPER RTX 3080 RTX 5090
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NVIDIA RTX 2000 t g
48 CUDA
cores/sm  64CUDA
cores/SM
+8 Tensor
+1RTX
* 12nm vyrobny proces 35 SM dediated to
GDDR6 pamat’
* 30% navysenie vykonu SACCAl et
11.8 Billion xtors | 471 mm? | 24 GB 10GHz 18.6 Billion xtors | 754 mm? | 48+48 GB 14GHz

RTX 2080: 2X 1080 TURING BUILT FOR RTX

GREATEST LEAP SINCE 2006 CUDA GPU

2.5
= 1080 ~2080 m=2080+DLSS

[ LA PR R R TR 2
2 EELE] HEEHEE
i g =¥ : S =
R LS it = Al
e | == =4 i=t 3 ; 2
iy :] L = 4 B Bt it et BN
1:5 Turing SM R E R mm ] B @ Tensor Core
14 TFLOPS + 14 TIPS {3 et eSS E R e B T 110 TFLOPS FP16
irrent FP & INT Execution = e 1= 3 1 220 TOPS INT8
Variable Rate Shading ] o e s === 440 TOPS INT4
1 - 458 1 5 i o 1 3 :
| Elt 13338
0.5 ~! RT Core
10 Giga Rays/sec
Ray Triangle Intersection
BVH Traversal
o [PIC hmmor Final mey ARK: Survival Shadow of the Hitman 2 HOR Wolfenstein Il mdw M&E"«l 12
Evolved Tomb Raider

Data measured at 4K resolution e



NVIDIA RTX 3000

oNow

* 8nm vyrobny proces

* GDDR6/X pamat’

RELATIVE PERFORMANCE
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[ ] Le p § II p O m e r C e n a /vy ko n Borderlands 3 Doom Eternal Red Dead Redemption 2 (:.?)r(\tcr;:\:) l(\:?;g:lf)t Wolfens(t:.li_; \ét;:)ngblood

Specs

GeForce GeForce GeForce GeForce GeForce GeForce GeForce GeForce GeForce GeForce
RTX3090Ti RTX3090 RTX3080Ti RTX3080 RTX3070Ti RTX3070 RTX3060Ti RTX3060 RTX3050(8GB) RTX3050(6GB)

NVIDIA

10752 10496 10240 8960 / 8704 6144 5888 4864 3584 2560 ° 2304
CUDA Cores
Boost Clock 186 170 167 171 177 173 167 178 178" 147
(GHz)
) 12GB/10
Memory Size 24 GB 24 GB 12GB s 8 GB 8 GB 8 GB 12GB/8GB 8 GB 6 GB
Memory GDDR6X GDDR6X GDDR6X GDDR6X GDDR6X GDDR6 GDDR6 / GDDR6 GDDR6 GDDR6

Type GDDR6X
13



NVIDIA RTX

* 4nm vyrobny proces

- FP8

* Framegen

4000

2X Ray-Triangle Intersection

DeepLearning
4th-Gen Tensor Cores |
Optical Flow Accelerator |

2X Power Efficiency

Ray Tracing
3rd-Gen RT Cores

New SM

A UL

\

————
s = e —
RTX 4090 RTX 4080 SUPER RTX 4080 RTX 4070 TiSUPER RTX4070Ti RTX 4070 SUPER RTX 4070 RTX 4060 Ti RTX 4060
NVIDIA CUDA Cores 16384 10240 9728 8448 7680 7168 5888 4352 3072
Boost Clock (GHz) 2.52 255 2.51 2.61 2.61 2.48 2.48 2.54 2.46
Memory Size 24 GB 16 GB 16 GB 16 GB 12 GB 12 GB 12 GB 16 GB/8GB 8 GB
Memory Type GDDR6&X GDDR6X GDDR6X GDDR6X GDDR6X GDDR6X GDDR6 / GDDR6X GDDR6 GDDR6



NVIDIA RTX 5000

4nm vyrobny proces

I

* GDDR7 pamat’

* MFG, Reflex2

Fifth-Gen Tensor Cores

Max Al performance with FP4 and DLSS 4.5

New Streaming Multiprocessors

Optimized for neural shaders

Fourth-Gen Ray Tracing Cores

Built for Mega Geometry

W RTX 5090 W RTX 4090

li

i

eeeee Forbidd Frostpunk 2 Hogwarts Legacy Star Wars Cyberpunk 2077  Indiana Jones and Black Myth: Alan Wake 2 DaVinci Resolve D5 Render rative Al
Qutlaws™ the Great Circle Wukong (FI  dev)
RT DLSS DLSS 4 DLSS 4 + RT DLSS 4 + RT DLSS 4 + Full RT DLSS 4 + Full RT DLSS 4 + Full RT DLSS 4 + Full RT DLSS 4 FP4

15



Real-time Raytracing (NVIDIA)

* Prva GPU s RTX

o Extrémne naro¢né na HW b . ‘
-
‘ = orr |

RT TECHNIQUE WORKLOADS

Ambient Occlusion Shadows Reflections Global lllumination

- \ i, U — A \ ‘\‘ b
- s =% SR i\ ““
o\ A\
Many Number/Type Lights Surface Type Many e . s = e .'\' 5 e
Local Global Global Global ; o - R R ) R .
{ = 3 S RS NSRS WSS
No No Optional Optional =R 3
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Ukazka Ravtracingu (Odrazy

— Tracing ON Raj

BATTLEFiEiﬁf‘M‘M ™ - B

;\\
e\
@ (serFloOkilier-mikedo 4 4 O CyckiewiczPL ¢ 4 1
- @ CyckiewiczPL 4 g1 o+ 100 i 31 €1 2o Sl @ [BEFFJoOkiller-mikeOo § 1 o 100 it 31 (2 2]
& Z Z



Ukazka Ra trac1n U (Global Illumlnat
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Ukazka Pathtracingu
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4K FPS

DLSS 4 Multi Frame Generation

Rendered Frame 1 Generated Frame 1 Generated Frame 2 Generated Frame 3

DLSS

* 40% az 50% narast vykonu T

7 e . . Al Optical Flow
* Umeld inteligencia ”
R 5
\ N\ 2
Q DLSS Super Resolu(ipn and Next Gen DLSS
Ray Reconstruction Frame Generation
Transformer

MAXIMUM 4K PERFORMANCE WITH DLSS
IN FINAL FANTASY XV BENCHMARK

1.8x

RESOLUTION

=
=

R D
MOTION VECTORS A
= OPTICAL
= = _— MULTI FRAME
= ] GENERATION

SUPER n“! »
," ¥ e

1.9x

1.9x

;!
s

SEQUENTIAL 4K FRAMES
GTX 1070 RTX 2070 GTX 1080 RTX 2080 GTX 1080 Ti RTX 2080 Ti [ ’
Win10 RS5, i9-7900X 3.3GHz, 16GB, GTX 10 Series run with TAA, RTX 20 Series run with DLSS, max benchmark settings, DLSS contributes ~38% performance -
E —_—
OPTICAL OPTICAL

FLOW ACCELERATOR FLOW FIELD
. 22



DLSS generacie

* DLSS 4 a vysSie narocnejSie na beh

* Uz nie len upscaler

2" Generation Super Resolution Tran
State of the art image quality

——

DLSS Keeps Getting Better

DLSS 2 DLSS 2.3 DLSS 3
ﬁZm, - £
|
5,. A3 = NN
— i d— m
March 2020 November 2021 October 2022

New neural network with
better quality & performance

Dynamic Multi Frame Generation
Up to 6x fr: for incredible

" DLSS 5 Off
4 n

Improved detail in motion, particle
reconstruction, and temporal stability

New frame generation feature
increases performance up to 2X

DLSS 3.1

January 2023
Improved Ul stability and quality
during fast movement

<AnviDia I



RTX Neural Shaders

Reinventing How Shaders are Programmed

Game Engine

Neural rendering S . [ =

Neural Game Neural Shader Tensor Cores
Data

* RTX Neural Texture Compression

‘ Training (On Device) I

 RTX Neural Materials

</>
e RTX Neural Radiance Cache @ *

Game Data Slang for Shader Code

RTX Neural Materials
Film quality assets in real-time Examples Examples
Game Engine
% /> I
Latent Representation Neural Shader

( s ¢ .
V] B \ R ~
3 At y R ',‘ 4 '-:‘,
7 \ , 5 . h' L o
Training (on device) R * \ 1/ < A / L -
= -' : ) 7 w - ‘. / -
4 2 . e (- N
Standard Materlal ‘_iﬁ; p,_.; RTX Neural Materlal
of N

=
Textures Shader Code ™. X , T
D .t\ | p. T




12VHPRW

e Max 600W

» Ziaden load balancing

25



GPU OC / diagnostika

 MSI Afterburner

3
- *
~
-

Startup

* Furmark, 3DMark

460 Beta 9
) Max : 39

100

* GPU-Z , '

o0

Unigine Heaven Benchmark 4.0

FPS: 297.0
Score: 7481
Min FPS: 44.5
Max FPS: 602.8
System

Platform: Windows NT 6.2 (build 9200) 64bit
CPU model: Intel(R) Core(TM) i7-8700K CPU @ 3.70GHz (3695MHz) x6
GPU model:|NVIDIA GeForce RTX 2080 Ti 25.21.14.1634 (4095MB) x1

Time Spy

Settings
Render:|Direct3D11

Mode:| 1280x720 8xAA windowed

Preset| Custom

System information

e Voltage (50)
Power Limit (90)
\ \S
\ "f‘- o° Temp. Lmit (°C)
al Core Clock (MHz)
Memory Clock (MHz)

Fan Speed (%)

Graphics Card: GeForce RTX 2080 TI
Deiwer Version: §11.70

TEV3A

PRECISION)(]W

MEMORY

8658
i

1659

FAN2

Profile @

GPU temoerature. °C I
_

GeForce RTX 2080 Ti
2415 w0 .
1068w -
O«
oSS —
4 L ‘_ D D ; B FAN SPEED
K‘ - />D 177"\': FAN1
p) ‘,:J ‘ D FANUZ '
=k x Cml
| B



ExtremeOC
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Zdroje

* [1]NVIDIA. NVIDIA NV1 Timeline (1995). Dostupné online: https://www.nvidia.com/content/timeline/time_95.html

*  [2] NVIDIA. NVIDIA GeForce 256 Timeline (1999). Dostupné online: https://www.nvidia.com/content/timeline/time_99.html

*  [3]NVIDIA Developer. CUDA Platform for Accelerated Computing. Dostupné online: https://developer.nvidia.com/cuda

*  [4] NVIDIA Developer. Real-Time Ray Tracing. Dostupné online: https://developer.nvidia.com/rtx/ray-tracing

*  [5]NVIDIA. NVIDIA DLSS Technology. Dostupné online: https://www.nvidia.com/en-eu/geforce/technologies/dlss/

« [6] NVIDIA. NVIDIA Tensor Cores. Dostupné online: https://www.nvidia.com/en-eu/data-center/tensor-cores/

*  [7] NVIDIA. NVIDIA NVLink and NVSwitch. Dostupné online: https://www.nvidia.com/en-us/data-center/nvlink/

* [8]NVIDIA. The NVIDIA Ada Lovelace Architecture. Dostupné online: https://www.nvidia.com/en-us/geforce/ada-lovelace-architecture/

*  [9] NVIDIA. NVIDIA Blackwell Architecture. Dostupné online: https://www.nvidia.com/en-eu/data-center/technologies/blackwell-architecture/

*  [10] NVIDIA Developer. NVIDIA RTX Kit. Dostupné online: https://developer.nvidia.com/rtx-kit
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Dakujem za pozornost
Priestor pre vase otazky

29
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